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Graphs & Sparse matrices
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Historically, graph theory has been used to speed up
sparse matrix algorithms

Time to turn the relationship around !
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[BFS from multiple sources
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[BFS from multiple sources
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= Work efficient implementation using sparse

matrix-matrix multiplication (SpGEMM)
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SpGEMM Applications

Shortest path calculations (APSP)
Betweenness centrality

BFS from multiple source vertices
Multigrid interpolation / restriction
Subgraph / submatrix indexing

Graph contraction

Cycle detection

Colored intersection searching

Applying constraints in FEM computations
Context-free parsing
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[Goals of this work ]

= Design a sequential kernel that would make
parallel SpGEMM scalable

o Existing sequential kernels do not lead to a
scalable parallel algorithm.
= An initial step towards a polyalgorithm for
SpGEMM

o One that executes different kernels depending
on the sparsity of inputs.
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[Search for a polyalgorithm ]

U = Sparse recursive LU
11

U, = Historically searches for
dense submatrices to
call dense BLAS-3

L, Az = Time is spent in MM:
LU(Azz'{—21U123

A = Lyy™ Uy Y
Azt = L21* Ui Sparse GEMM
A =Ly Uy,

Ay = Loy™ Upp + L™ Uy,
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[Search for a polyalgorithm

Factors L+U
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Go Parallel ! Dense Case

Parallel Efficiency:

p(0,0) p(0,1) | p(0,2)
p(1,0) p(1,1) | p(1,2)
p(2,0) p(2,1) | p(2,2)

For the dense case, 2D scales better with

the number of processors
Likely to be same for the sparse case.

1

1D Layout: 1+0(2)
n

1

2D Layout: —  —
1+ O(\/;)
n

Should be zero for
perfect efficiency
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[Go Parallel ! Sparse Case

Synchronous Speedup plot for 10 Synchranous Speedup plot for 2 D

1D algorithms can not scale beyond 40x
Break-even point is around 50 processors.
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2D Example: Sparse SUMMA

A

— * = Based on SUMMA  (block
= G += Ay T By size = n/sqrt(p))
= At worst doubles local storage - Easy to generalize

nonsquare matrices, etc.
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[CSC Structure ]

311 0 153 NUM: |31[41[59]26]53

0 [59]0 R: |o|2]1]2]0]

41]26| 0 "
Jc. |l /;‘fl

*JC holds column pointers — size: n+1

*|R holds row indices — size: nnz

*NUM holds numerical values — size: nnz
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Submatrices are hypersparse:
(l.e. nhz < n)

[ nnz(i) = =0
. oo
blocks<
//» Average of c nonzeros per column
\\ ') Total Storage:
\/;\gocks O(n+nnz) —> O(n\/; +nnz)

= Any data structure that depends on the matrix
dimension n (such as CSR or CSC) is asymptotically
too wasteful for submatrices
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(Compressed Sparse Column)

[CSC

9-by-9 matrix (nnz = 4)
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[CSC

(Compressed Sparse Column)

9-by-9 matrix (nnz = 4)

NUM:

|

R [5]7]3]1

v

v2

v3 | v4
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[DCSC

(Doubly Compressed Sparse Column)

: mm¥i133
v o g*\\
2

3 o JC: 0 V4
. 45 CP: |10/2(3|4
. 3 T\\{
. IR: |57 |31

NUM: | v1|v2|v3|v4

9-by-9 matrix (nnz = 4)

Strictly O(nnz)
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[Some Terminology

A and B are n-by-n matrices, having nnz(A)
and nnz(B) nonzeros.

flops(A*B): nonzero scalar multiplications
required to compute the product.

State of the art: O(n+nnz(B)+flops)

o Due to Gustavson (1978), implemented in
Matlab and CSparse

o Optimal as long as flops > nnz, n
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Trends of different complexity
[measures as p increases
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[Algorithm 1 - Overview

= Heap assisted multi-way merging

Outer-product formulation
Complexity independent of matrix dimension

{N
AN
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Algorithm 1 - Detalils

Transpose B to get row-wise representation
Preprocess to find A.JC B.IR

Asc 10111234 6|7

BIR 1012 3 4|5|6|7

Perform Cartesian products on the intersection.
Each Cartesian product generates a rank-1 update.
Do NOT explicitly generate rank-1 matrices
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Algorithm 1 - Detalils

oth col 1stcol  2M col 3dcol 5t col 6t col

— =
AR 0/1/3|1/6|(2|/5|0/2|3 /2|24 6

B |0|3/2/6/0(3|1/4|6 24|51

%/_/LY_/H_/K v J\ v ij_/

Ohrow 2"¥row 3™ row 4t row 5t row 6% row /,67 /1,67 /,67 /1,67 /1,67

Let ni be the size of the intersection, then
complexity is: O( flops -logni + nzc(A) + nzr(B))
Transposition is ignored as it is done once
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[Algorithm 2
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Experiments

Sequential code running on Opteron 2.2 GHz
C++ code compiled with GCC 4.1

o That’s what our Matlab is compiled with.
n=2%
nnz = 2% (average of 8 nonzeros per row/column)

The cost of multiplication for the whole matrix !
o Submatrix additions and other overheads are ignored
o Only submatrix multiplications are timed

L e,
Z ZZtime(Aik X B,;)
i=0 j=0 k=0 U C S B




Models of Real World Graphs

Scalability of SpGEMM, RMAT*RMAT
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Permuting a Real-World Graph

Scalability of SpGEMM, RMAT*Perm
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Erdos-Renyi Random Matrices

Scalability of SpGEMM, SpRand*SpRand
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[Some Related Work

Yuster-Zwick (2005): O(nnz"'n'? +n** )

o Close to optimal only if flops > n?
o Doesn’t work on semirings
o Large constants

Sulatycke-Ghose (1998): O( flops + n )
o Similar issue (optimal if flops > n?)
o Much more practical though

UCSB



[Future Work: Actual Parallelism

Load balancing
o Especially for real world graphs

Communication costs

o Communication to computation ratio is
much higher than dense GEMM

Updates (additions)
o scalar additions # scalar multiplications
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